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Resolution in Magnetic Resonance (MR) is limited by diverse physical, technological and economical con-
siderations. In conventional medical practice, resolution enhancement is usually performed with bicubic
or B-spline interpolations, strongly affecting the accuracy of subsequent processing steps such as seg-
mentation or registration. This paper presents a sparse-based super-resolution method, adapted for easily
including prior knowledge, which couples up high and low frequency information so that a high-resolu-
tion version of a low-resolution brain MR image is generated. The proposed approach includes a whole-
image multi-scale edge analysis and a dimensionality reduction scheme, which results in a remarkable
improvement of the computational speed and accuracy, taking nearly 26 min to generate a complete
3D high-resolution reconstruction. The method was validated by comparing interpolated and recon-
structed versions of 29 MR brain volumes with the original images, acquired in a 3T scanner, obtaining
a reduction of 70% in the root mean squared error, an increment of 10.3 dB in the peak signal-to-noise
ratio, and an agreement of 85% in the binary gray matter segmentations. The proposed method is shown
to outperform a recent state-of-the-art algorithm, suggesting a substantial impact in voxel-based mor-
phometry studies.

� 2012 Elsevier B.V. All rights reserved.
1. Introduction

Resolution in Magnetic Resonance (MR) is limited by diverse
physical, technological and economical considerations. These fac-
tors together introduce a series of artifacts, such as the partial vol-
ume (PV) effect, affecting the performance of image analysis and
post-processing algorithms, and preventing derivation of accurate
measurements. In conventional medical practice, interpolation of
images to higher resolutions is usually performed by applying stan-
dard image processing techniques such as the bicubic or B-spline
interpolation. This interpolation has a strong influence on the sub-
sequent processing steps, such as segmentation or registration.
Hence, improving image resolution is one of the main challenges
in medical image processing. The fundamental problem can be sta-
ted as if some high-frequency information (edges) has been lost
during the acquisition process. Therefore, any reconstruction tech-
nique should be able to coherently recover these high-frequencies.

Super-Resolution (SR) techniques have been broadly used to
increasing medical image resolution (Greenspan, 2008). At the
beginning, these methods attempted to recover a high-resolution
image by combining multiple shifted low-resolution acquisitions.
Two kinds of approaches can be identified: one works at the acqui-
sition level over raw data (frequency space), while the others act
ll rights reserved.
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on the volumetric images (spatial or image space) as an additional
processing step. At the acquisition stage, the k-space data can be
manipulated and combined to obtain adequate spatial resolution
while reducing acquisition time (Herment et al., 2003); or param-
eters can be configured to obtain multiple scans with different slice
directions which are then mixed up (Shilling et al., 2009). Regard-
ing volumetric images, Peled and Yeshurun (2001) and Greenspan
et al. (2002) have proposed the first approaches to adapt the iter-
ative back-projection method proposed by Irani and Peleg (1993)
to 2D and 3D MR images, respectively; followed by other strategies
such as the resolution enhancement method described by Carmi
et al. (2006). Recent approaches have changed the classical SR par-
adigm with multiple images, evolving towards the use of informa-
tion from a single low-resolution image, but also improving the
image information by combining different modalities. Patch-based
approaches with non-local regularization frameworks have been
proposed by Rousseau (2008) and Manjón et al. (2010a), which
have also extended the formulation to super-resolve low-resolu-
tion T2w images using high-frequency information from T1w
images (Rousseau, 2010; Manjón et al., 2010b).

A recent trend in signal and image processing is the use of mod-
els that exploit the natural redundancy of signals, taking advantage
of the fact that media signals, such as audio, images and video can
be sparsely represented using transform-domain methods. Many
important tasks involving this kind of signals can be better solved
as sparse solutions to undetermined systems of linear equations
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(Bruckstein et al., 2009). This kind of models have shown to out-
perform common approaches for inverse problems and have led
to important state-of-the-art results, with successful applications
in synthesis (Peyre, 2009), denoising (Elad and Aharon, 2006), res-
toration (Mairal et al., 2008), reconstruction and compression,
among others. One of the classical inverse problems studied under
the sparse representation framework is SR, a problem for which
important state-of-the-art results have been reported in natural
images (Yang et al., 2009; Zeyde et al., 2010). In MR images, efforts
have been focused in applying or adapting the Compressed (or
Compressive) Sensing (CS) approach (Donoho, 2006), which is
claimed to be able to accurately reconstruct MR images from a
small subset of Fourier coefficients (k-space samples), as shown
by Lustig et al. (2007). Ravishankar and Bresler (2011) propose a
CS modification which uses adaptive dictionaries, by alternating
back and forth between image domain and k-space, while Adluru
et al. (2009) applies a reconstruction method with Total Variation
constraints in space and time. Other strategies include the adapta-
tion of the focal underdetermined system solver (FOCUSS) for MR
projection reconstruction (Ye et al., 2007).

While SR methods working in the frequency domain could be
preferred over those working in the image space, given their theo-
retical simplicity and low computational cost, they also present
some important drawbacks. Completion of high-frequencies only
implies adding punctual values to the k-space, while in the image
space these added values generates aliasing and visual artifacts,
according to the point spread function (PSF) of the acquisition. Be-
sides, this PSF can be highly variable under certain subsampling
policies, the smaller the number of samples the larger this PSF
can be. Therefore, SR methods would need to go back and forth
from the frequency to the spatial domain in order to minimize
the occurrence of these artifacts. On the other hand, dictionary
patches in the image domain provides much more interpretability
to medical specialists than particular punctual frequencies in the
frequency space. These image patches can be directly related to
pathologies or imaging findings and more importantly, they also
facilitate the inclusion of a priori medical knowledge.

For achieving minimization of PV effects, we have addressed the
problem from a completely new angle: rather than developing PV
segmentation algorithms, we chose to use very simple segmentation
methods on improved input data. To recover the missing informa-
tion, we used a sparse representation framework which builded
up a high-resolution version from a low-resolution image, as in
(Yang et al., 2009; Zeyde et al., 2010). Provided that a straight appli-
cability of this approach was impossible because of the computa-
tional time per slice but also because the original approach has
been implemented so far only for 2D images, we have adapted the
whole method to handle MR brain volumes. First, low-resolution
and high-resolution coupled dictionaries were constructed by
randomly sampling 3D patches from previously preselected tissue
regions in low-resolution and high-resolution images. Then, a mul-
ti-scale edge filtering, followed by a dimensionality reduction, are
performed on both the low-resolution image and the low-resolution
dictionary. Afterwards, the low-resolution image is described as a
sparse combination of the patches in the low-resolution dictionary.
Finally, the obtained sparse vector is projected onto the high-
resolution dictionary to generate the high-resolution reconstruction.

The main differences between our proposal and those from
Yang et al. (2009) and Zeyde et al. (2010) are: an appropriate miss-
ing edge analysis for MR images, that uses 3D multi-scale Sobel fil-
ters and which acts as an adequate sparsifying transform of the
brain boundaries information (the information of interest); a
knowledge-driven patch selection criteria, based on previous seg-
mentations of brain tissues, that allows to construct semantic-
based dictionaries from brain MR images; and the selection of
non-overlapping patches for local reconstruction, which greatly
reduces the computational reconstruction time. We will show that
the precision of brain tissue segmentation can be improved by
applying this technique, furthermore, increasing the accuracy of
brain morphometrical tasks. The proposed method was also com-
pared with a state-of-the-art approach that performs non-local
MRI upsampling (Manjón et al., 2010a), showing that our proposal
produces better results, both in accuracy and execution time. Final-
ly, the method was evaluated in a real scenario: a morphometric
study of pathologic subjects versus controls, indicating that both
the original and reconstructed images generate a very similar sta-
tistical map in a voxel-based morphometry study.

The rest of the paper is organized as follows. Section 2 intro-
duces some generalities about sparse representations, while the
mathematical formulation of the SR problem is presented in Sec-
tion 3, and the different stages of the proposed methodology are
detailed in Section 4. Section 5 proposes an extensive validation
on different brain MR datasets, and the discussion presented in
Section 6 concludes the paper.

2. Sparse representations in image processing

Image analysis, from its beginning, has gathered concepts from
many different domains (González and Woods, 2008). Recently,
several techniques have exploited the fact that it turns out to be
much more difficult to perform an analysis at the level of the whole
image structure than at the level of its parts, a fundamental idea
that comes from the domain of neurosciences (Olshausen and
Field, 1997). Briefly stated, Olshausen and Field developed a learn-
ing method under the assumption that information is somehow
sparsely coded. This method decomposes an image into a set of
parts (atoms) that are localized, oriented and frequency band-lim-
ited, as performed by the primary visual area V1 of mammalian
brains. Based on Barlow’s principle of redundancy reduction (Bar-
low, 1961), the representation searches for those atoms with the
largest statistical independence, resulting in non-orthogonal ele-
ments that cover the space and that grouped together constitute
a dictionary, i.e. the basic code behind semantics.

Different image analysis approaches, such as non-negative ma-
trix factorization (Lee and Seung, 1999) or sparse and redundant
representations (Olshausen and Field, 1997), use this assumption
at their very base. These two methods, in particular, identify the
constituent parts of a scene and then, using some of them, the
same scene or similar ones may be accurately reconstructed. These
parts, denoted as basis functions or atoms, are usually arranged in
overcomplete dictionaries with a larger number of elements than
the effective dimensionality of the input space, thereby represent-
ing a wider range of image phenomena. From this perspective, it
can be assumed that there exists a random generation machine
M that returns images following a prior distribution P(x), which
is defined by the representation coefficients (see Appendix A).

3. Super-resolution of brain MR images

The super-resolution problem can be mathematically stated as
follows. Given an original high-resolution image X 2 Rz (repre-
sented as a vector of z pixels), its corresponding low-resolution
version is denoted as Y 2 Rq (with q < z), where the relation be-
tween the two images can be modeled as

Y ¼ LMBX ð1Þ
where B : Rz ! Rz is a linear (blurring) filter and LM : Rz ! Rq is the
down-sampling operator (by a factor M). B attenuates high-
frequency image information, while LM is a decimation operator
(defined as taking each Mth value starting from zero in each dimen-
sion). This means that the observed low-resolution image Y is a
blurred and downsampled version of X.
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In the single image super-resolution problem, the goal is to
approximately recover a high-resolution image bX 2 Rz given its
blurred and down-sampled version Y, such that bX � X. To obtain
a feasible solution to this problem, we have chosen to work at
the level of small patches and to apply the sparse representation
framework, aiming to represent each patch from the images by
using a linear combination of some atoms from a dictionary.

Denote as Rc : Rq ! Rn the operator that allows to extract a low-
resolution patch pc

Y ¼ RcY 2 Rn of size
ffiffiffi
n3
p
�

ffiffiffi
n3
p
�

ffiffiffi
n3
p

from the im-
age Y around location c = (i, j,k). With the sparse generative model,
each patch pc

Y can be projected over the dictionary D‘ 2 Rn�a, which
characterizes the low-resolution patches. This projection produces
a sparse representation of pc

Y via ac 2 Rn, namely

pc
Y ¼ D‘ac

where kack0� n.
The corresponding high-resolution patch pd

X ¼ SdX 2 Rm, with
size

ffiffiffiffiffi
m3
p
�

ffiffiffiffiffi
m3
p
�

ffiffiffiffiffi
m3
p

(where m = nM3), is then extracted from the
image X around the corresponding location d = Mc. Applying again
the sparse generative model we have

pd
X ¼ D�had

where D�h 2 Rm�a is the dictionary that characterizes the high-reso-
lution patches, and is coupled to D‘ through the relation D‘ = LMBD⁄.
This means that each atom in D⁄ has its corresponding low-resolu-
tion version in D‘ and viceversa. Given the relation between D‘ and
D⁄, and c and d, it can be assumed that the sparse representation of a
low-resolution patch in terms of D‘ can be directly used to recover
the corresponding high-resolution patch from D⁄, namely, thar
ac = ad.

With this in mind, the reconstructed high-resolution image bX
can be built up by applying the sparse representation to each pc

Y

and then using the estimated ac with D⁄ to obtain each p̂d
X , which

together form the image bX .

3.1. Dictionary considerations

As mentioned in A, the sparse representation approach is based
on the assumption that the dictionaries D‘ and D⁄ are overcom-
plete, with more atoms than the signal dimensions, allowing to
represent a wide range of signal phenomena. However, the choice
of an optimum dictionary for a given task, despite many good
approximations proposed so far, can still be considered as an open
problem. In particular, Yu et al. (2010) indicates that, for obtaining
precise and stable sparse super-resolution estimates, the chosen
dictionaries should meet some necessary qualitative conditions:

� Sparsity: D⁄ provides a sparse representation for pd
X .

� Recoverability: The dictionary atoms D⁄
a have non-negligible

norms kUDa
�hk

2 � 0, where U represents a degradation operator,
in this case U = LMB.
� Stability: The transformed dictionary D‘ = LMBD⁄ is incoherent

enough, in the sense that the columns in D‘ are not too similar
between them.

4. Proposed methodology

The proposed method consists of two separate stages. First, the
coupled low-resolution and high-resolution dictionaries must be
constructed from training images (Fig. 1). Then, a two-step recon-
struction algorithm is applied to a new low-resolution image to re-
cover its estimated high-resolution version. This strategy makes
use of a local model with the sparse prior to recover lost high-
frequencies in a patch-by-patch basis (Fig. 2 in page 15), followed
by a global correction which removes discontinuity effects and
ensures consistency and naturalness of the final result (Fig. 3 in
page 16). The complete super-resolution process is summarized
in Algorithm 1.

Algorithm 1. Image SR via Patch-based Sparse Representation

Require: semantic-based dictionaries D⁄ and D‘, a low-
resolution image Y
Upsample low-resolution image Y by YX = HMY
Apply the multi-scale edge analysis on YX (Eq. 2 in page 13)
for each patch pd

YX
of YX, at locations d taken starting from

the anterior-upper-left corner do
Solve the optimization problem for pd

YX
(find ac through

Eq. 3 in page 16)
Generate the high-resolution patch with p̂d

X ¼ D�had

Place the patch p̂d
X into the high-resolution image bX0

end for
Apply the discontinuity correction method (Eq. 5 in page 17)

to find the closest image (bX) to bX0 which satisfies the
reconstruction constraint (Eq. 4 in page 17)

return the super-resolution image bX
4.1. Dictionary construction

Dictionaries are constructed (as depicted in Fig. 1) starting from
a training set, composed by some high-resolution images {Xj}j. The
corresponding low-resolution image set {Yj}j is constructed by
blurring and down-sampling, by a factor M, each training image

(where Yj = LMB Xj). Finally, the upsampled set Yj
X

n o
j
is constructed

by scaling-up back again each low-resolution image to the original
high-resolution size using HM, the upsampling operator imple-

mented as a bicubic interpolator (where Yj
X ¼ HMYj).

As proposed by Zeyde et al. (2010), the high-resolution images
are processed to obtain only the high-frequency information, by
using the upsampled images to remove their low-frequencies

through Fj ¼ Xj � Yj
X . On the upsampled images, the preprocessing

step that we propose involves a multi-scale edge analysis, where a
series of 6 different filters (Sobel kernels, size 3 � 3 � 3 and
5 � 5 � 5, in x, y and z directions) are applied to the upsampled im-

age set Yj
X

n o
j
. In brain MR images, this multi-scale edge analysis

make explicit certain aspects of the missing information, namely,
boundaries with structural regularity and directionality. The Sobel
operator combines a perpendicular smoothing, denoted as h3 for
size 3 � 3 � 3 and h5 for size 5 � 5 � 5, with a simple central differ-
ence, denoted as h03 and h05, respectively:

h3ð�1Þ ¼ 1; h3ð0Þ ¼ 2; h3ð1Þ ¼ 1;

h03ð�1Þ ¼ 1; h03ð0Þ ¼ 0; h03ð1Þ ¼ �1;

h5ð�2Þ ¼ 1; h5ð�1Þ ¼ 4; h5ð0Þ ¼ 6; h5ð1Þ ¼ 4; h5ð2Þ ¼ 1;

h05ð�2Þ ¼ 1; h05ð�1Þ ¼ 2; h05ð0Þ ¼ 0; h05ð1Þ ¼ �2; h05ð2Þ ¼ �1:

With this definitions, the six different kernels applied for the multi-
scale image analysis have the form:

Ef 1 ¼ h03ðxÞh3ðyÞh3ðzÞ; Ef 4 ¼ h05ðxÞh5ðyÞh5ðzÞ;
Ef 2 ¼ h3ðxÞh03ðyÞh3ðzÞ; Ef 5 ¼ h5ðxÞh05ðyÞh5ðzÞ;
Ef 3 ¼ h3ðxÞh3ðyÞh03ðzÞ; Ef 6 ¼ h5ðxÞh5ðyÞh05ðzÞ;

ð2Þ

where x, y and z correspond to a certain location within the image
volume. With these kernels, 6 different filtered images (Ef 1Yj

X to
Ef 6Yj

X) are obtained.



Fig. 1. Illustration of low- and high-resolution dictionary construction.

Fig. 2. Illustration of patch-based local super-resolution reconstruction.

Fig. 3. Illustration of global regularization.
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Prior knowledge related to brain tissues is introduced at this stage
by processing also the high-resolution images {Xj}j with standard
medical image processing tools, which remove the skull and skin,
and produce binary image segmentations of the three brain tissues
(gray matter Xj

GM, white matter Xj
WM and cerebrospinal fluid Xj

CSF ).
Following the preprocessing tasks described before, D‘ and D⁄

dictionaries are constructed by collecting image patches only in a
predetermined number of random image locations d (arranged in

a set U) from the Yj
X

n o
j

images. The working area is restricted to

the voxels belonging to a (2-voxel) dilated version of the binary

gray matter segmentations Xj
GM

n o
j
, thereby working with patches

that mainly belong to the interfaces between tissues (WM-GM or
GM-CSF), i.e., with important edge information. At each location
d of the high-frequency image Fj, a patch pd

X of sizeffiffiffiffiffi
m3
p
�

ffiffiffiffiffi
m3
p
�

ffiffiffiffiffi
m3
p

is extracted, while the corresponding low-

resolution patches are extracted from the filtered images (Ef 1Yj
X

to Ef 6Yj
X), at the same location and with the same size. Low-resolu-

tion patches are then concatenated into one vector ~pd
YX

of length
6m. Then, the high-resolution dictionary D⁄ is built up by collecting
together all patches pd

X

� �
d; d 2 U, and the low-resolution dictio-

nary eD‘ is comprised of all patches ~pd
YX

n o
d
; d 2 U.

Finally, the dimensionality of eD‘ may be reduced to speed up
the subsequent computations, given the intrinsic redundancy of
the multi-scale edge analysis (as 6 different filters are applied to
the same image, resulting in complementary but redundant infor-
mation of the image edges). For doing so, a Principal Component
Analysis (PCA) is applied to this matrix, searching for a set of pro-
jection coefficients that represents at least the 90% of the original
variance. With the selected coefficients, a projection operator
P 2 Rml�6m can be defined as the one that transforms the patch
~pd

YX
2 R6m to its reduced feature vector pd

YX
2 Rml , that is to say,

pd
YX
¼ P~pd

YX
. All patches pd

YX
are colected together to form the re-

duced low-resolution dictionary D‘, whereby the number of atoms
in the dictionary has not changed.

4.2. Local reconstruction by sparsity

Once the dictionaries D‘ and D⁄ are constructed, the next stage
is related with the estimation of a high-resolution version bX from a
given low-resolution image volume Y. The reconstruction stage in-
volves two steps: first, a local reconstruction is made for each
patch, and then, a global image regularization is performed.

First, the low-resolution image needs to be preprocessed to ex-
tract the edge features. So, Y is scaled up by a factor of M using HM,
resulting in YX. This upsampled image is multi-scale filtered, as de-
scribed before (Eq. 2), leading to 6 images Ef1YX to Ef6YX.

Then, the local reconstruction step works at the level of patches
in the upsampled image, as depicted in Fig. 2. The filtered images
Ef1YX to Ef6YX are divided into a grid of regular image patches,
and the feature information that corresponds to the same location
d is concatenated to form a patch vector ~pd

YX
. Each patch vector is

multiplied by the projection operator P, for dimensionality reduc-
tion, resulting in pd

YX
. Then, a sparse representation for each re-

duced patch vector pd
YX

is found by solving

ad ¼ arg min
a

kkak1 þ
1
2

D‘a� pc
YX

��� ���2

2
ð3Þ

where k balances sparsity of the solution and approximation fidelity
(see (Bruckstein et al., 2009; Elad et al., 2010a) for additional de-
tails). The ad vector obtained is then multiplied by the D⁄ dictionary
to obtain the reconstructed patch p̂d

X . Finally, each reconstructed
patch is placed in the corresponding location d of the high-resolu-
tion image bX 0.
4.3. Global regularization by back-projection

As the local reconstruction process is locally-oriented and com-
pletely independent, no continuity conditions are imposed in the
boundaries between patches. The entire high-resolution imagebX0 (produced by the local sparse representation approach) should
thus be further regularized and refined by using the reconstruction
constraint (Eq. 1). A simple implementation of this idea (Irani and
Peleg, 1993; Yang et al., 2009) consists in back-projecting the error
as in computerized tomography, through the calculation of

X� ¼ arg min
X
kX � X0k s:t: LMBX ¼ Y ð4Þ

The solution to this optimization problem (illustrated in Fig. 3) can
be roughly described as an iterative calculation of the residual
image (difference between the reconstructed and original low-
resolution images), which is then convolved with a back-projection
kernel, warped back into the super-resolution frame (upsampling)
and finally used to update the high-resolution estimated image.
This process can be written as

bXtþ1 ¼ bXt þ ðHMðY � LMBbXtÞÞ � p ð5Þ

where bX t is the estimate of the high-resolution image after the tth
iteration, p is the back-projection filter (closely related to the blur-
ring filter B) and ⁄ is the convolution operator. This process is iter-
atively repeated until the Euclidean norm of the difference between
consecutive images is less than a given l. A detailed description and
analysis of this scheme and its convergence can be found in (Irani
and Peleg, 1993; Capel, 2004).
5. Experimental results

To demonstrate the benefits of applying the proposed SR ap-
proach to structural 3D brain MR images, we have designed an
extensive set of validation experiments, divided in four parts. In
the first one, aspects related with the process of dictionary con-
struction were studied and validated. Then, with the appropriate
dictionaries, we studied the influence of different parameters in
the SR proposed scheme. Once the parameters of our complete ap-
proach are tuned, we performed a comparison with recently pro-
posed methods for super-resolution of natural and MR images.
Finally, we investigated the influence of the proposed approach
in common medical post-processing tasks.

5.1. Implementation details

The image super-resolution algorithm has been implemented in
MATLAB R14, running on a Linux PC with 2 Intel Quad Core i7 at
3.07 GHz and 24 GB of RAM, and using the SparseLab1 library that
provides a set of solvers for the optimization problem. From this li-
brary, we have chosen the Basis Pursuit solver, designed to find an
approximated solution to the optimization problem of Eq. 3. Other
optimization toolboxes, such as SPAMS (SPArse Modeling Software)2

could also be used, however, we have experienced reduced compu-
tational times (up to 78% less) using the SparseLab toolbox on the
same Linux machine.

We have chosen to use the Basis Pursuit solver because it is a
kind of swap-down approach, which starts from a sort of full model
which is iteratively improved by swapping useless elements with
new useful ones, guided by an optimization goal. Matching Pursuit
approaches, in contrast, add one element at a time, applying a
simple rule repeatedly. In initial experiments, solvers based on

http://sparselab.stanford.edu/
http://www.di.ens.fr/willow/SPAMS/
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Matching Pursuit (MP, OMP, StOMP) did not converge for our ap-
proach, while the Basis Pursuit solver converged in few iterations.

The linear filter B was implemented as the convolution with a
Gaussian kernel of size 3 � 3 � 3 and standard deviation 1. In spa-
tial domain, the best way to approximate a continuous signal is the
use of a base of sinc functions. However, in practice, it is impossible
to obtain an actual sinc function since it requires an infinite sup-
port. As the truncated version introduces a ringing pulse in the fre-
quency domain, it is then quite frequent to decently approximate
the sinc function with a Gaussian (Normal) distribution or even a
triangle, with finite extents and weights greater than or equal to
zero. On the other hand, the downsampling operator LM implies
only taking each Mth value starting from zero in each dimension.
The Gaussian blurring operator was firstly used, followed by the
subsampling operator. The combination of these two processes
(in this order) is known as decimation, and it guarantees anti-alias-
ing after the downsampling. These operators are commonly used in
SR approaches to describe the observation model of the image
(Rousseau, 2008; Yang et al., 2009; Elad et al., 2010a), as it ac-
counts for degradation effects and sub-sampling. For upsampling,
the HM operator was implemented as a bicubic spline interpolator.
The main advantages of using splines are their smoothness, their
robustness to noise and their approximation accuracy for they
are considered as discrete representations of a continuous func-
tion. Also, the magnification factor was set to 2, with a patch size
of 3 � 3 � 3 in low-resolution and 6 � 6 � 6 in high-resolution.

For all experiments, the k parameter was set to 0.01. A sensitiv-
ity analysis for this parameter showed that values between 0.01
and 50 � dim (feature patch) in the local reconstruction only gen-
erated a variation of about 0.0075 in the root mean squared error
and so of 0.1651 dB in the peak signal-to-noise ratio. These varia-
tions show the small dependence of the problem on this parame-
ter, so we decided to use 0.01 as had already been reported in
the literature (Yang et al., 2009).

5.2. Brain MR data sets

To evaluate the super-resolution algorithm we used different
brain MR data sets, including simulated and real images of normal
and pathologic subjects.

� Base data set: Twenty-nine T1-weighted brain MR images were
selected as the evaluation data set. Volumes were acquired in a
3 Tesla General Electric Signa II scanner, at the Alzheimer’s
Research Center of Fundación Reina Sofía in Madrid, using a
SPGR sequence in sagittal view, with a slice thickness of
1.0 mm, a slice dimension of 512 � 512 and pixel size of
0.469 mm � 0.469 mm. The number of slices per volume varies
between 144 and 168. The data set includes images from con-
trol subjects, as well as patients suffering from mild cognitive
impairment (MCI) and Alzheimer’s disease.
� BrainWeb simulated brain database: Simulated brain MRI data

was obtained from the BrainWeb (Collins et al., 1998) digital
brain phantom,3 maintained by The McConnell Brain Imaging
Centre at Montreal Neurological Institute. The simulation pro-
vides volumes acquired in the axial plane with slice dimension
of 181 � 217 and 1 mm2 resolution. For evaluating with different
slice thicknesses, we selected interslice distances of 1 mm and
3 mm, with a number of slices for each volume of 181 and 60,
respectively. For analysis of noise influence, we selected noise
percentages of 1%, 3%, 5%, 7% and 9%; while for testing influence
of intensity inhomogeneities we selected INU (Intensity Non-Uni-
formity) percentages of 20% and 40%.
3 Available at http://mouldy.bic.mni.mcgill.ca/brainweb.
� MCI data set: Forty T1-weighted brain MR images comprise this
data set used for a statistical study in MCI, with results already
reported (Alvarez-Linera et al., 2009). Volumes were acquired in
a 3 Tesla General Electric Signa II scanner, at the Alzheimer’s
Research Center of Fundación Reina Sofía in Madrid, using a
FSPGR sequence in axial view, with a slice dimension of
512 � 512, a pixel size of 0.469 mm � 0.469 mm, a slice thick-
ness of 1.0 mm and 158 as the number of slices per volume.
The data set includes images from 18 control subjects and 22
patients suffering from MCI.
� Multicenter data set: Eight images were collected from two dif-

ferent centers and scanners. At Hospital Internacional Ruber
(Center 1) in Madrid, five volumes were acquired in a 3 T Gen-
eral Electric Genesis Signa scanner, using a 3D SPGR sequence in
axial view, with a slice thickness of 1.0 mm, a slice dimension of
512 � 512, a pixel size of 0.469 mm � 0.469 mm and a varying
number of slices (between 98 and 176). At Hospital 12 de Octu-
bre (Center 2) in Madrid, three volumes were acquired in a 1.5 T
Philips Achieva scanner, using a SENSE SPGR sequence in axial
view, with a slice dimension of 512 � 512, a pixel size of
0.357 mm � 0.357 mm, a slice thickness of 1.0 mm and 150 as
the number of slices per volume.

5.3. Volume processing tools

For the base, BrainWeb and multicenter data sets, we applied
the Brain Extraction Tool (BET) (Smith, 2002) to every volume,
aiming at leaving only the brain tissues, i.e. removing the skull
and skin. After skull stripping and super-resolution reconstruction,
we used the FMRIB’s Automated Segmentation Tool (FAST) (Zhang
et al., 2001) to segment the three main brain tissues (white matter,
gray matter, cerebrospinal fluid), and obtain the corresponding
binary segmentations.

For the MCI data set, skull stripping, brain tissue segmentation
and statistical analysis have been performed using the tools pro-
vided in the Statistical Parametrical Mapping (SPM) software tool-
kit. Then, voxel-based morphometry (VBM) was performed using
Diffeomorphic Anatomical Registration Through Exponential Lie
Algebra (DARTEL) (Ashburner, 2007).
5.4. Quantitative performance measures

To quantitatively evaluate the performance of the reconstruc-
tion over the different brain data sets, we used four different met-
rics for comparison of the reconstructed images with the original
ones:

� Root Mean Square Error (RMSE): quantifies the pixel intensity
differences between the original high-resolution image (A)
and its corresponding super-resolution reconstruction (B), using
RMSEðA;BÞ ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1
jXj
X
k2X
jbk � akj2

s

where X is the brain region, ak and bk are the image intensities at
position k.
� Peak Signal-to-Noise Ratio (PSNR): measures the reconstruction

accuracy, expressed in terms of the logarithmic decibel scale.
The PSNR was calculated as
PSNRðA;BÞ ¼ 10 	 log10
MAX2

I

RMSEðA;BÞ2

 !
where MAXI is the maximum pixel value. Typical values for the
PSNR are between 25 dB and 50 dB, where higher is better.

http://mouldy.bic.mni.mcgill.ca/brainweb
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� Structural Similarity Index (SSIM) (Wang et al., 2004): measures
the similarity between two images, in a way which is more con-
sistent with the human visual system and perception. The SSIM
was calculated on image windows (size 8 � 8 � 8), where the
similarity between windows a and b was measured as
SSIMða; bÞ ¼ ð2lalb þ c1Þð2rab þ c2Þ
l2

a þ l2
b þ c1

� �
r2

a þ r2
b þ c2

� �

where la and lb are the mean values of images a and b, ra and rb

are the standard deviation of images a and b, rab is the covariance of
a and b, c1 = (k1L)2 and c2 = (k2L)2 (with L being the maximum pixel
value, k1 = 0.01 and k2 = 0.03). The resultant SSIM index is a decimal
value between �1 and 1, where 1 is only reachable in the case of
two identical images.
� Jaccard similarity index (Jaccard, 1901): measures the overlap

(agreement) between two binary images A and B, by taking
the ratio between the size of their intersection and the size of
their union:
JðA;BÞ ¼ jA \ Bj
jA [ Bj
This metric yields values between 0 and 1, where 0 means complete
dissimilarity and 1 stands for identical images.

5.5. Tests on dictionary construction

The dictionary construction step described in Section 4.1 re-
quires some analyses in order to verify that the dictionaries D‘

and D⁄ comply with the conditions described in 3.1. Also, it is
important to explore the influence of important parameters such
as the dictionary size and the sampling strategy.

For all experiments in this paper (unless otherwise stated), dic-
tionaries were constructed using images only from the base data
set, by sampling 150 random image locations from 28 images,
resulting in 29 complete dictionaries of 4200 atomic patches. With
this configuration, each dictionary was constructed in about
18 min. The multi-scale edge analysis on the low-resolution
images leads to a atom size of 6m = 1296. With this, D‘ size is
1296 � 4200, while D⁄ size is 216 � 4200.

5.5.1. Atom correlation – stability condition
Correlation of atoms in the dictionaries D⁄, eD‘ and D‘ was eval-

uated by randomly dividing each dictionary in two different groups
of atoms and then performing a one-by-one comparison of each
atom in one group with all atoms in the other group, using the
Pearson’s correlation coefficient. The correlation coefficient was
computed assuming atoms A and B as random variables, and using

qA;B ¼
covðA;BÞ

rArB

The experiment was repeated several times, at least 20 times per
dictionary, and correlation values obtained at each repetition were
averaged. The results obtained reveals very low correlation values
for all dictionaries: D�hð0:00001
 0:1524Þ; eD‘ ð0:0007
 0:3287Þ
and D‘ (�0.00002 ± 0.3849).

5.5.2. Projection sparsity – sparsity condition
The sparse representation approach (Eq. 7) was used to recon-

struct a set of randomly sampled patches from high-resolution
images with different D⁄ dictionaries, aiming to verify the sparsity
of the projection vector a. In average, the optimization method
generates a vectors with a number of non-zero values between
400 and 850, representing the 10–20% of the original dictionary
atoms.
5.5.3. Reconstruction with different dictionaries – recoverability
condition

First, a small experiment with a single dictionary was per-
formed in order to find the corresponding lower bound in the con-
dition kUDa

�hk
2 � 0. Given that, for each dictionary atom, UD⁄

a = D‘
a,

and the multi-scale edge information is the one that composes the
low-resolution dictionary, we have obtained edge values that
range from 0 to 10,000 at each dictionary atom. The minimum
norm value for these atoms results in about 3000, corresponding
to the 30% of the original range, and being about three orders of
magnitude greater than zero, which corroborates the recoverabil-
ity condition of our dictionaries.

Then, the local representation step (Section 4.2) was applied to
super-resolve a set of randomly sampled patches from low-resolu-
tion images using several D‘ dictionaries, with the objective of ver-
ifying that the different dictionaries could produce almost the
same reconstruction for a given patch. The different high-resolu-
tion reconstructions obtained for a fixed patch were compared
using the RMSE, showing in average a variation around 0.4% in
the reconstruction error. Fig. 4 presents an example of the obtained
results, showing a slice of the low-resolution patch, the corre-
sponding high-resolution patch, and some SR reconstructions ob-
tained with different dictionaries. Differences between the
obtained reconstructions are hardly noticeable, denoting that the
dictionary construction process do not bias or deviate the SR
results.

5.5.4. Dictionary size
The number of atoms in dictionaries D‘ and D⁄ has impact on

two important aspects of the proposed SR method: reconstruction
accuracy and reconstruction time. Larger dictionaries include more
image patterns, therefore they are entailed with much more infor-
mation samples, yielding more accurate super-resolved images.
Side effects of using a large number of atoms are that both
the computational cost of solving the optimization problem and
the time involved in patch extraction increase. Here, we evaluate
the effect of dictionary size on our SR approach. Two different
strategies were tested: number of used images and number of
patches sampled per image. First, we fix a number of 150 patches
per image, and construct five different dictionaries using 1, 2, 5, 10
and 20 different images, obtaining dictionaries of 150, 300, 750,
1500 and 3000 atoms. Then, we fix to 28 the number of used
images, and construct five different dictionaries by extracting 10,
25, 50, 75 and 100 patches per image, yielding dictionaries of
280, 700, 1400, 2100 and 2800 atoms.

In terms of dictionary construction times, for the first strategy
this value ranges from 1 min for a 150-size dictionary to 18 min
for a 3000-size dictionary, while for the second strategy the time
ranged from 20 min for a 280-size dictionary to 24 min for a
2800-size dictionary. Building times for the second strategy in-
cluded the image loading time. This is why times were much less
variable in the second strategy when comparing with the first. In
terms of image reconstruction times, smaller dictionaries, such as
those with 150 and 280 atoms, yielded reconstructions in an aver-
age time of 11.59 min, while larger dictionaries, such as those with
2800 and 3000 atoms, yielded image reconstructions in an average
time of 19.63 min. Accuracy reconstruction measurements (RMSE/
PSNR/SSIM) have little but possibly significant variations among all
dictionary sizes: for smaller dictionaries these values were about
3.95/36.18 dB/0.957, while for larger dictionaries these values
were in average 3.82/36.49 dB/0.958.

5.5.5. Atom sampling strategy
A main contribution of our proposal with respect to the dictio-

nary construction was the introduction of prior knowledge to
determine the image region where the dictionary atoms will be



Fig. 4. Comparison of local super-resolution of a low-resolution patch using several dictionaries. (a) low-resolution patch, (b) original high-resolution patch, (c)–(f) high-
resolution reconstructions with different dictionaries.
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extracted from. As mentioned in Section 4.1, a previous GM seg-
mentation of the brain volume was morphologically dilated using
a 2-voxel-size structuring element, and patches were randomly
sampled from this region. Provided that an usual GM segmentation
results in a tissue width of about 3–4 voxels, the dilation operation
transforms this width into 7–8 voxels, so that most of the atoms
mainly belong to the interfaces (boundaries) between GM-WM
and GM-CSF. To investigate the impact of this sampling strategy
we have generated SR reconstructions using our segmentation-
based dictionaries and also using dictionaries sampled from the
whole image, with different sizes (number of atoms per dictionary
between 150 and 4200). When the dictionary size was set to 150, a
maximum PSNR difference of 0.5 dB was found between our seg-
mentation-based dictionaries and whole image based dictionaries,
and as long as the number of patches in the dictionary increased,
this difference decreased. In contrast, with dictionaries of 4200
patches, no difference between both approaches was observed.

5.5.6. Dictionary construction strategy
We have chosen to construct dictionaries only by a random

sampling of image patches, in contrast to the current trend of
learning smaller dictionaries from a larger set of sampled atoms,
thus obtaining compact and descriptive dictionaries. This can be
seen as a sub-optimal choice. However, in our particular case,
training dictionaries built up from 3D patches takes a considerable
time, given the dimensionality of the patches. To justify this choice,
we have downloaded the MATLAB code provided by Yang et al.
(2009) for dictionary learning,4 and used it to learn dictionaries
for our SR method. With this code, from initial sets of about
10,000 3D (vectorized) patches, we have learned compact dictionar-
ies of 512 patches in about 1.2 h each, in contrast with our random
sampling, that takes in average 18 min per dictionary. In terms of
accuracy, both SR reconstructions, from a learned dictionary and
from a sampled dictionary, perform similarly, with very little differ-
ences in PSNR (0.21%), RMSE (0.46%) and SSIM (0.02%) values.

5.6. Tests on the super-resolution approach

Once the important parameters for dictionary construction
were tested and fixed, the next step is to validate the proposed
super-resolution approach. Important aspects to take into account
in this validation are related with the influence of image artifacts
and features (noise, intensity non-uniformity, slice thickness),
and SR parameters such as scaling factor, non-overlaping local
reconstruction, Sobel multi-scale analysis and PCA dimensionality
reduction.

5.6.1. Noise and Intensity Non-Uniformity (INU) Sensitivity
The proposed super-resolution approach did not take into ac-

count image artifacts such as noise or intensity inhomogeneities.
Overall, a reconstruction procedure aims to get data the more
4 http://www.ifp.illinois.edu/jyang29/ScSR.htm.
similar to artifact free data, however the intention in our particular
MR application is to reconstruct images with a better resolution
than that delivered by a MR scanner, but without exposing the pa-
tient to larger acquisition times. We are not specially focused in
improving the reconstructed image by removing noise and/or cor-
recting intensity non-uniformities. However, it is important to
identify the impact of such factors in the final reconstruction re-
sult. To do so, simulated brain MR images with different noise
and INU percentages were selected from the BrainWeb database,
and corresponding low-resolution versions of each were con-
structed by blurring and downsampling with a factor of 2. Then,
low-resolution noisy images were denoised using MNLM3D
(Coupé et al., 2008b) and super-resolved with our approach, a
nearest-neighbor interpolator, a bicubic interpolator and the
non-local approach of Manjón et al. (2010a) (without the denoising
step), and finally compared with the original image with 0% noise
and 0% INU. Tables 1 and 2 presents the obtained accuracy recon-
struction values in terms of RMSE, PSNR and SSIM. These tables
shows that our approach performs better in all cases than the near-
est-neighbor and bicubic interpolation and also than the non-local
approach (Manjón et al., 2010a).

5.6.2. Influence of slice thickness
As mentioned in Section 1, the partial volume (PV) effect

depends directly on the spatial resolution of the acquisition. In
particular, the PV effect is stronger as the inter-slice distance
increases. To study the effect of slice thickness on the proposed
super-resolution algorithm, two simulated brain MR images with
different inter-slice distances were selected from the BrainWeb
database. The original size of the volumes (see Section 5.2) was
modified to odd numbers (180 � 216 � 180 for 1 mm thickness,
180 � 216 � 60 for 3 mm thickness) to facilitate downsampling
and further super-resolution reconstruction. Again, the low-reso-
lution versions of these images were constructed by blurring
and downsampling by a factor of 2 each volume, resulting in a
slice dimension of 90 � 108 pixels, and number of slices per
volume of 90 (1 mm) and 30 (3 mm). Fig. 5 presents the super-
resolution reconstructions obtained for the different slice thick-
nesses, compared with the corresponding interpolated images.
RMSE/PSNR values obtained for the bicubic interpolation were
13.7/25.4 dB in 1 mm and 13.5/25.5 dB in 3 mm, which were
improved by the super-resolution reconstruction with values of
5.6/33.2 dB in 1 mm and 10.9/27.4 dB in 3 mm.

5.6.3. Effect of the Sobel operator
We have tested the influence of selecting the Sobel operator as

feature detector, by comparing the results obtained with the local
reconstruction step (Eq. 3) over the 29 brain MR images of the base
data set and using three different edge extraction operators: the
first- and second-order derivatives proposed by Yang et al.
(2009), the 3 � 3 and 5 � 5 Sobel kernels and the 3 � 3 and 5 � 5
Prewitt kernels. Differences between the three approaches are
imperceptible for the human eye, as can be noticed in Fig. 6, but
in average, the Sobel operator reduces the RMSE in about 30%,

http://www.ifp.illinois.edu/jyang29/ScSR.htm


Table 1
Accuracy super-resolution values under influence of noise.

% Noise 0% 1% 3% 5% 7% 9%

Nearest-neighbor interpolation RMSE 17.12 17.36 18.89 19.63 20.29 22.23
PSNR (dB) 23.40 23.18 21.90 21.18 20.75 19.61
SSIM 0.895 0.803 0.635 0.562 0.521 0.490

Bicubic interpolation RMSE 14.19 14.64 16.83 18.13 19.11 21.33
PSNR (dB) 25.03 24.66 22.90 21.87 21.26 19.97
SSIM 0.922 0.829 0.657 0.581 0.538 0.505

Non-local approach RMSE 13.78 14.17 16.18 17.53 18.57 20.85
PSNR (dB) 25.28 24.94 23.24 22.17 21.51 20.17
SSIM 0.932 0.839 0.668 0.592 0.548 0.514

Proposed approach RMSE 11.44 9.55 10.20 10.66 11.37 13.11
PSNR (dB) 26.89 28.37 27.25 26.48 25.78 24.20
SSIM 0.977 0.888 0.709 0.632 0.589 0.560

Table 2
Accuracy super-resolution values under influence of intensity non-uniformities.

% INU 0% 20% 40%

Nearest-neighbor interpolation RMSE 17.12 19.71 25.04
PSNR (dB) 23.40 21.67 19.54
SSIM 0.895 0.887 0.870

Bicubic interpolation RMSE 14.19 17.47 23.48
PSNR (dB) 25.03 22.71 20.10
SSIM 0.923 0.913 0.898

Non-local approach RMSE 13.78 16.89 22.92
PSNR (dB) 25.28 23.01 20.31
SSIM 0.932 0.924 0.906

Proposed approach RMSE 11.44 14.99 22.40
PSNR (dB) 26.89 24.04 20.51
SSIM 0.977 0.969 0.948

A. Rueda et al. / Medical Image Analysis 17 (2013) 113–132 121
when compared with an standard bicubic interpolation, while the
Prewitt operator and the proposal of Yang et al. (2009) only re-
duces the error in about 26%.

5.6.4. Effect of dimensionality reduction
To test the influence of the dimensionality reduction step in the

reconstruction results, different amounts of PCA coefficients were
Fig. 5. Results of the reconstruction with 1 mm (top) and 3 mm (bottom) slice thickn
resolution reconstruction. Column 3: Original high-resolution image.
selected: ml = 12, 51, 116, 193, which corresponds to 1%, 4%, 9%
and 15% of the original atom size (1296), respectively. An analysis
of the coefficients obtained after application of PCA, on the different
constructed dictionaries, reveals that selecting the first 12 coeffi-
cients explains 90% of the original variance, 36 coefficients explains
99% of the original variance, and 100% is approximatly explained by
selecting the first 162 coefficients. The reconstruction algorithm
was then tested using a conventional leave-one-out on the base
data set, leading to 29 different experiments, where the dictionary
construction process was performed using 28 images and the
reconstruction was performed on the remaining one. Low-resolu-
tion versions of these images were constructed by blurring and
downsampling by a factor of 2 each high-resolution image. Each
leave-one-out experiment was then executed using the different
percentages of PCA coefficients, and the obtained results were com-
pared with a version of the method where no dimensionality reduc-
tion was performed before the super-resolution reconstruction.

Panels (a)–(d) in Fig. 7 show the evolution in average of each
metric (RMSE, PSNR, SSIM and execution time, respectively). As
the charts show, the larger the number of coefficients the smaller
the achieved accuracy (up to a limit, see Supplementary file), even
though these differences can be considered as non-significant
esses. Column 1: Bicubic interpolation of low-resolution image. Column 2: Super-



Fig. 6. Comparison of the local high-resolution reconstruction using different edge extraction operators. Detailed views of (a) bicubic interpolation of low-resolution image,
(b) local reconstruction with the proposal of Yang et al. (2009), (c) local reconstruction with Sobel operator, (d) local reconstruction with Prewitt operator, and (e) original
high-resolution image. The differences between the three proposals result imperceptible for the human eye.
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given the small variations (0.05 in RMSE, 0.1 dB in PSNR, 0.0005 in
SSIM, calculated between 1% and 15% of PCA coefficients). How-
ever, the main difference appears in the reconstruction time, that
ranges between 26 min for 1% to 92 min for 15%. Compared with
a reconstruction without the dimensionality reduction step, the
PCA analysis provides clear benefits, by reducing the execution
time to nearly 3.7% of the original time and the reconstruction er-
ror in about a 4%.

5.6.5. Influence of non-overlapping local reconstruction
An important contribution of the proposed approach is the use

of non-overlapping patches when solving the optimization
Fig. 7. Comparison of super-resolution reconstruction with different amounts of PCA c
terms of (a) RMSE, (b) PSNR (in dB), (c) SSIM, and (d) reconstruction time (in hours).
problem per patch, whereby the scheme becomes fully-paralleliz-
able. The introduction of this strategy allows to process the entire
volume in a reduced time. To evaluate the real impact of this selec-
tion, we have compared our proposed approach with a modified
version which uses a 1-voxel overlap per patch (resembling Yang
et al. (2009)). In overlapping regions, multiple reconstruction val-
ues are just averaged to obtain the final reconstruction. All images
in the base data set were super-resolved using both strategies, and
reconstruction time and accuracy were recorded and compared.
RMSE/PSNR/SSIM values for the non-overlapping approach were
in average 4.17/36 dB/0.967, and slightly better values were
obtained using the overlapping approach: 4.14/36.06 dB/0.967.
oefficients (1%, 4%, 9% and 15%) and without dimensionality reduction (noPCA), in
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However, the main difference is observed in the reconstruction
time, which was about 26 min for the non-overlapping approach
and 75 min in average for the overlapping. Given this result, we
can state that our non-overlapping approach reconstructs image
versions as accurate as those obtained with the overlapping strat-
egy, in a considerably smaller interval of time, and with the side ef-
fect that the reconstruction is fully-parallelizable in this case.

5.6.6. Influence of the scaling factor
In all experiments, the scaling factor was set to 2. However, it

could be interesting to test the effect of using a larger factor, given
that it implies that more high-resolution complex patterns are asso-
ciated to a very simple low-resolution patch. To do so, we have set
the scaling factor to 4, and with this we constructed low-resolution
versions of the base data set high-resolution images, resulting in an
in-plane resolution of 128 � 128 and a number of slices ranging
from 36 to 42. Afterwards, we have constructed new dictionaries
using this low- and high-resolution images, following the same pro-
cedure (random sampling of 150 patches per image, using 28
images at a time, obtaining dictionaries of 4200 atoms) and the SR
approach have been applied to the low-resolution images in a
leave-one-out fashion. Fig. 8 presents an example of the reconstruc-
tion using a scaling factor of 4, and the comparison with a bicubic
interpolation and the original high-resolution image. Using a
bicubic interpolation on the low-resolution images, the accuracy
reconstruction values (RMSE/PSNR/SSIM) obtained were in average
16.71/24.13 dB/0.879, while with our approach we achieved aver-
age values of 10.93/27.93 dB/0.887. This represents a reduction in
the reconstruction error of 34.6%, and increments in the PSNR of
15.8% and in the SSIM of 0.91%.

5.6.7. Relation between low-resolution and high-resolution acquisition
In a different SR experiment, images from the same subject,

with different resolutions (256 � 256 � 156 with voxel size
0.94 mm � 0.94 mm � 1 mm and 512 � 512 � 156 with voxel size
0.47 mm � 0.47 mm � 1 mm) were acquired in the same scan
session, with the aim of comparing the super-resolved image
Fig. 8. Comparison of super-resolution of a low-resolution image using a scaling factor o
high-resolution reconstruction, and (d) original high-resolution image.
(reconstructed from the low-resolution image) with the corre-
sponding high-resolution image produced by the MR equipment.
When the resolution is increased in MR, the size of the pixel is re-
duced, so that the intensity of the image is also reduced. On the
other hand, as long as the detail increases, the tissues show a dif-
ferent texture (these effects are shown in Fig. 9). A quantitative
comparison between both images is thus not direct. Panel 9c
shows a slice of the reconstructed image after our algorithm is ap-
plied (using a dictionary constructed with images of the base data
set), and Panel 9a the corresponding slice of the high-resolution
image. As can be seen, both images are visually very similar in
terms of the brain structures, although the tissue intensities and
textures are not exactly the same.

To perform a real quantitative evaluation, a previously down-
sampled version of the high-resolution image was super-resolved
by applying the proposed methodology (again with a dictionary
constructed with images of the base data set) and also by using a
standard bicubic interpolation. The obtained results are presented
in Fig. 10. As can be visually noted, the proposed method was able
to better reconstruct the downsampled volume, producing better
defined boundaries between tissues. Using the RMSE and the PSNR,
these results were compared with the original high-resolution im-
age. The proposed method achieved a RMSE of 4.46 and a PSNR of
35.15 dB, while the bicubic interpolation results in a RMSE of 11.95
and a PSNR of 26.58 dB. This represents an increment of about 9 dB
and a reduction of 63% in the reconstruction error by applying our
super-resolution algorithm.
5.7. Comparison with other approaches

Once our super-resolution approach was tuned, the next step
was to compare its performance with other interpolation and SR
approaches, to clearly identify the advantages and improvements
introduced. These other methods includes: the 2D SR method pro-
posed by Yang et al. (2009), a 3D standard bicubic interpolation
and the 3D non-local approach of Manjón et al. (2010a).
f 4. (a) low-resolution image, (b) bicubic interpolation of low-resolution image, (c)



Fig. 9. Comparison of super-resolution of a low-resolution image with the corresponding high-resolution image acquired from the same subject in the same scan session. (a)
low-resolution image, (b) bicubic interpolation of low-resolution image, (c) high-resolution reconstruction, and (d) original high-resolution image.

Fig. 10. Comparison of super-resolution of a previously downsampled low-resolution image with the corresponding high-resolution image. (a) low-resolution image, (b)
bicubic interpolation of low-resolution image, (c) high-resolution reconstruction, and (d) original high-resolution image.
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Fig. 11. Comparison of super-resolution results obtained after applying our proposal and the method in Yang et al. (2009). Left: reconstruction produced by Yang et al. (2009).
Middle: reconstruction produced by our algorithm. Right: original high-resolution image.
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5.7.1. Comparison with 2D super-resolution (Yang et al., 2009)
The proposed SR approach has some elements in common with

the method presented by Yang et al. (2009), although their method
has been implemented so far on 2D images. To demonstrate the
impact of the introduced modifications, we have prepared a ver-
sion of our approach which super-resolves 2D images, in order to
compare against Yang et al. (2009), whose MATLAB code is avail-
able on the Web.5 In this case, one slice per volume in the base data
set was selected as the high-resolution images, and the correspond-
ing low-resolutions versions were obtained after blurring and down-
sampling by a factor of 2 each slice. Afterwards, 29 different
dictionaries were constructed, in our case by randomly sampling
150 patches per image with 28 images at a time to obtain dictionar-
ies of 4200 2D patches, and in Yang et al. (2009) approach by select-
ing initial sets of 100,000 patches from 28 images at a time and then
learning compact dictionaries of 512 atoms. Finally, the SR ap-
proaches were applied to the 29 low-resolution versions to generate
high-resolution approximations of the slices, and reconstruction re-
sults were compared in terms of accuracy and computational time.
In average, the approach by Yang et al. (2009) yielded RMSE/PSNR/
SSIM values of 10.12/28.24 dB/0.922, while our approach obtained
more accurate values: 7.46/31.12 dB/0.930. Fig. 11 presents one of
the reconstructed slices with both methods, and the original high-
resolution image as reference. In terms of reconstruction time, in
average our approach takes 151 s per 2D image, while Yang et al.
(2009) takes 72 s per image.

5.7.2. Comparison with standard bicubic interpolation
Fig. 12 presents one slice of the obtained results after applying

the proposed method (using 1% of PCA coefficients) to one brain
MR volume of the base data set, and also the corresponding com-
parison with a standard bicubic interpolation and the original im-
age. In the low-resolution image (panel (a)) a series of small
blocky artifacts can be observed in the boundary between the
gray matter and cerebrospinal fluid, specially in the parietal and
occipital lobes. These artifacts are not longer present in the
high-resolution reconstruction (panel (b)), indicating that the
super-resolution method yields sharper edges. Detailed views in
panels (c) to (f) allow a better visual comparison and show that
boundaries between tissues, which are somehow blocky in the
low-resolution and fuzzy in the bicubic interpolation, have been
sharply recovered. Differences between the reconstructed and
the original high-resolution images are not visually noticeable,
showing that the proposed method does not introduce noise or
other artifacts in the reconstruction.

Each reconstruction and its corresponding interpolated version
were compared with the original high-resolution image using
the RMSE, the PSNR and the SSIM. Applying a standard bicubic
5 http://www.ifp.illinois.edu/jyang29/ScSR.htm.
interpolation technique, an average PSNR of 25.71 dB was
obtained, together with an average RMSE value of 14.01 and an
average SSIM value of 0.94. The proposed super-resolution algo-
rithm achieved an average PSNR of 36.00 dB, an average RMSE of
4.17 and an average SSIM of 0.97, representing an increment of
about 10.3 dB, an increment of 2.4% in the similarity and a reduc-
tion of 70% (p < 0.001) in the reconstruction error with respect to
the interpolated images.

5.7.3. Comparison with a non-local approach (Manjón et al., 2010a)
Recently, Manjón et al. (2010a) have proposed a new upsam-

pling method that recovers some of the missing high-frequency
information in brain MR images by using an iterative scheme that
combines a data-adaptive patch-based reconstruction with a sub-
sampling coherence constraint. This approach, based on an adapta-
tion of the non-local means algorithm (Buades et al., 2005; Coupé
et al., 2008a), is shown to outperform classical interpolation meth-
ods (nearest neighbor, trilinear, cubic and B-spline interpolation)
using synthetic (T1w BrainWeb digital brain phantom6 (Collins
et al., 1998)) and real brain MR data (T2w low-resolution and
high-resolution images). As the MATLAB source code is freely avail-
able on the Web,7 we compared the results obtained with our meth-
od to those obtained with the method by Manjón et al. (2010a).

Manjón et al. (2010a) proposal includes two main steps: an ini-
tial image denoising using MNLM3D (Coupé et al., 2008b), followed
by the super-resolution reconstruction. As our approach does not
includes a denoising step, two different configurations for both
methods were tested: first, denoising was disabled in the Manjón
et al. (2010a) approach, allowing to compare the sparse-based
approximation versus the non-local-based one; and then, the
denoising step was performed for both methods, to identify the im-
pact of this preprocessing in the reconstruction results.

The 29 images in the base data set (without any preprocessing)
were then reconstructed using both algorithms: our proposal was
performed with 1% of PCA coefficients, while the Manjón et al.
(2010a) approach was performed without the denoising step; on
a Linux PC with 2 Intel Quad Core i7 at 3.07 GHz and 24 GB of
RAM, and compared in terms of quantitative measures (RMSE,
PSNR, SSIM) and execution time. While our proposal, in average,
achieved RMSE/PSNR/SSIM values of 4.17/36 dB/0.967, the non-lo-
cal method obtained an average score of 14.81/26.12 dB/0.945,
indicating that our strategy produces more accurate images with
sharper edges. This fact can also be verified by visually comparing
the results obtained by both methods (examples shown in Fig. 13).
In terms of processing time, our approach takes in average 0.44 h
(26 min) to yield a high-resolution reconstruction, while the non-
local technique takes 0.72 h (43 min).
6 Available at http://mouldy.bic.mni.mcgill.ca/brainweb.
7 http://personales.upv.es/jmanjon/reconstruction/upsampling.htm.
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Fig. 12. Reconstruction with 4200 dictionary patches from multiple MR brain images. Top row: (a) low-resolution image, (b) reconstruction by super-resolution. Bottom row:
Detailed views of (c) low-resolution image, (d) bicubic interpolation of low-resolution image, (e) reconstruction by super-resolution, and (f) original high-resolution image.
Blocky artifacts in low-resolution image and smoothness in the interpolation have been eliminated in the high-resolution reconstruction, obtaining sharper edges as the ones
present in the original image.

Fig. 13. Comparison of super-resolution results obtained after applying our proposal and the method in Manjón et al. (2010a). Left: reconstruction produced by the non-local
algorithm (Manjón et al., 2010a). Middle: reconstruction produced by our algorithm. Right: original high-resolution image.
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After this, the 29 images were then preprocessed using the
MNLM3D (Coupé et al. (2008b)) denoising algorithm, and these
images were then reconstructed using both algorithms, in the
same conditions as before. With the denoised images, our ap-
proach achieved in average RMSE/PSNR/SSIM values of 8.25/
30.3 dB/0.952, while the non-local method reaches in average val-
ues of 15.39/25.64 dB/0.938. In this case, our proposal also pro-
duces more accurate reconstructions. Fig. 14 presents an example
of the results on denoised images.
5.8. Impact on post-processing tasks

To place the proposed SR approach in a medical application con-
text, we have tested its influence in different medical post-process-
ing tasks, such as segmentation, voxel-based morphometry and
multicentric studies.

5.8.1. Impact on brain tissue segmentation
Fig. 15 illustrates the improvements introduced by the super-

resolution method on brain MR gray matter segmentations, with
enlarged views of the low-resolution MR image and its correspond-
ing high-resolution reconstruction (GM segmentations of images
in Fig. 12). An ellipse highlights the cortical folds that are misde-
tected in the low-resolution version of the image, while in the
high-resolution reconstruction these folds are better delineated.
In this particular case, the reconstruction outperforms the original
image in the segmentation task, by detecting completely a convo-
lution (panel (b)) that is segmented as fractionated in the original
image (panel (c)).



Fig. 14. Comparison of super-resolution results obtained on denoised images with our proposal and the method in Manjón et al. (2010a). Left: reconstruction produced by the
non-local algorithm (Manjón et al., 2010a). Middle: reconstruction produced by our algorithm. Right: original high-resolution denoised image.

Fig. 15. Improvement of gray matter segmentation using the proposed method. Detailed views of (a) low-resolution image, (b) high-resolution reconstruction, and (c)
original high-resolution image. Ellipses highlights the delineation of cortical folds, which are accurately segmented in the high-resolution reconstructed image.

A. Rueda et al. / Medical Image Analysis 17 (2013) 113–132 127
Compared with other approaches, such as the bicubic interpo-
lation and the proposal of Manjón et al. (2010a), our method al-
lows to obtain more accurate GM segmentations, as illustrated in
Fig. 16. In terms of the Jaccard index, gray matter segmentation
of reconstructed images in average shows larger overlapping
(0.85) with the original image, compared with the interpolated
image (0.75) and the result obtained with the non-local-based
reconstruction (0.71), representing an increment of about 9%
(p < 0.001).

5.8.2. Results on a real study of mild cognitive impairment
To evaluate the effect of the proposed approach on morphomet-

ric analysis of real clinical data, we collected a set of 40 high-reso-
Fig. 16. Comparison of improvement in gray matter segmentation. Detailed views of (a
local-based reconstruction (Manjón et al., 2010a), (d) high-resolution reconstruction, a
accurate delineation of cortical folds in the high-resolution reconstructed image.
lution images, acquired in the axial direction, which includes 8
normal controls and 22 patients suffering different degrees of
MCI (4 amnestic, 9 non-amnestic and 9 multi-domain). A previous
morphometrical study on this data set (Alvarez-Linera et al., 2009)
(using VBM and DARTEL) has revealed volume reductions in the
parahippocampal gyrus, lingual gyrus and cerebellum for amnestic
MCI patients; in the posterior cingulate gyrus for the non-amnestic
MCI group, and in the posterior cingulate and parahippocampal
gyrus in multi-domain MCI. We wanted to reproduce these results
by applying VBM on reconstructed high-resolution volumes, ob-
tained after applying the proposed method to low-resolution ver-
sions (obtained by blurring and downsampling, volume size:
256 � 256 � 79) of the original images.
) low-resolution image, (b) bicubic interpolation of low-resolution image, (c) non-
nd (e) original high-resolution image. Ellipses in the segmentation highlights the
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Panel (a) in Fig. 17 presents slices of the statistical map obtained
after VBM analysis of the original data set (p < 0.01, comparison of
control subjects versus MCI patients), while panel (b) presents the
statistical map obtained by using the reconstructed high-resolu-
Fig. 17. Statistical map (p < 0.01) of comparison between control subjects and MCI patien
of MCI data set.
tion images for VBM analysis. A visual comparison of the regions
with significative differences in both statistical maps, reveals that
the VBM analysis on the reconstructed images produces similar re-
sults than VBM applied to the high-resolution original images.
ts, obtained using (a) the original and (b) the reconstructed high-resolution images
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5.8.3. Influence on multicentric studies
To demonstrate the capability of super-resolving images from

other centers (different scanners) using the previously constructed
dictionaries, we have collected a set of images from two different
centers and scanners, as described in Section 5.2. Low-resolution
versions of these images were constructed by blurring and down-
sampling each high-resolution volume. D‘ and D⁄ dictionaries, con-
structed using images from the base data set, were selected for
super-resolving the low-resolution images, and the results were
compared with a bicubic interpolation and the original images
through the accuracy measurements (RMSE/PSNR/SSIM). For
images from Center 1 the bicubic interpolation reaches average
scores of 7.03/31.3 dB/0.977, while our proposal largely outper-
forms these results: 2.20/41.8 dB/0.990. A similar behavior has
been observed with images from Center 2, where the interpolation
obtains in average 3.15/38.4 dB/0.978 and our approach reaches
1.51/44.8 dB/0.984. Fig. 18 shows two examples of the obtained re-
sults, each image coming from a different center.

6. Discussion

We have presented a powerful technique which reconstructs
high-resolution brain MR images from low-resolution images
using a sparse representation. Basically, the missing edge informa-
tion was inferred from a multi-scale edge analysis and used to
reconstruct a high-resolution version by including prior knowledge
from high-resolution images. A sparse representation can be
thought of as a decomposition of the input image as a linear com-
bination of statistically semi-independent image patches, which
make up a dictionary. Low- and high-resolution dictionaries for
the reconstruction were built up by randomly sampling patches
Fig. 18. Reconstruction of images from different centers (different scanners and acquisi
and (d) low-resolution image; (b) and (e) high-resolution reconstruction; (c) and (f) ori
from low- and high-resolution images, which were previously
cropped to leave only the three main brain tissues (WM, GM and
CSF). The introduction of the PCA, as a dimensionality reduction
technique, allows to project the data in a new coordinate system
which better captures relevant information, whereby only few
dimensions are enough. The combination of a multi-scale analysis
together with the semantic-based dictionaries and the dimension-
ality reduction scheme led to a useful technique that improves the
quality of reconstruction in about 10 dB, compared with interpola-
tion approaches.

The accomplished dimensionality reduction when applying a
technique such as PCA in the compression of the low-resolution
dictionary suggests the existence of anatomical patterns, a remark-
able agreement with the fact that the cortical folding patterns are
finite and redundant (Ono et al., 1990). In consequence, brain MR
image analysis should fully exploit the redundancy and finite var-
iability of these patterns, i.e. a sparse representation framework
which captures the relevant information. The example-based dic-
tionary construction allows to collect multi-scale edge information
of groups of folding patterns, thereby including a complementary
source of redundancy: edge information in different directions
and sizes. This fact implies that the relevant information character-
izing the image patches, is encoded in few directions that can be
effectively identified with a general technique such as PCA. Taking
a large number of PCA coefficients increases the reconstruction er-
ror, issue that can be attributed to the fact that PCA eliminates
many statistical dependences by projecting information into the
principal directions, so any additional directions may behave as
noise. Nevertheless, it is important to study if other approaches
such as Non-negative Matrix Factorization (NMF) (Lee and Seung,
1999) or Probabilistic Latent Semantic Analysis (PLSA) (Hofmann,
tion parameters). Top: Example from Center 1, Bottom: Example from Center 2. (a)
ginal high-resolution image.
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1999), commonly used for matrix decomposition under certain
constraints, would improve the reached performance presented
here.

The principal element for sparsely representing a signal, the dic-
tionary used to describe each image patch, has shown to comply
(Section 5.5) with the desired conditions identified in SR problems:
sparsity, recoverability and stability (Yu et al., 2010). In addition,
high-resolution reconstructions have shown to be nearly invariant
to the chosen dictionary, indicating that our proposal does not
introduces bias or deviations with respect to the images used to
construct the dictionaries. It is important to mention that in these
experiments the dictionaries were constructed using images from
the base data set, which mixes brain volumes from normal and
pathological subjects, so that normal and pathological patterns
are present in the same dictionary. Also, the sparsity of the projec-
tion vector a in all experiments indicates that reconstructions are
using at most 20% (850) of the atomic dictionary patches for repre-
senting each input patch, and thereby information from several
bases are being combined at each time to estimate the SR corre-
sponding patch.

One of the main contributions of the proposed approach is the
reconstruction using non-overlapping patches when solving the
optimization problem per patch. The reconstruction using overlap-
ping patches involves an additional time (given that it is necessary
to use a larger number of patches to cover the same region in the
image), and also requires a strategy (such as averaging) to handle
multiple reconstruction values in overlapping areas. In average,
reconstruction of a single image without overlapping takes about
26 min (needless to mention that in this case the algorithm is
fully-parallelizable and therefore the processing time can be of
the order of seconds), while using overlapping information in-
creases this time to about 70 min (and this approach is hardly par-
allelizable). In terms of accuracy and similarity, our exhaustive
experimentation indicates that non-overlapping and overlapping
strategies are equivalent, that is to say, they give nearly the same
image reconstruction errors. Given this result, we can state that
our non-overlapping approach reconstructs image versions as
accurate as those obtained with the overlapping strategy, in a con-
siderably smaller interval of time. From a theoretical point of view,
this can be considered as a result of the sparsification introduced
by the Sobel transform and the fact that each voxel is described
by a set of coupled high-low frequency information, obtained from
neighboring patches, enforcing coherence at boundaries between
patches.

Another important contribution of this work is the use of a mul-
ti-scale edge analysis to estimate the missing high-frequency infor-
mation. Representing brain MR image information in terms of
edges for the SR problem has brought two major advantages.
Firstly, introduction of multiplicative and high-frequency noise is
clearly avoided. High-frequency information, related to true edges,
has more influence in the reconstruction than other kinds of data,
allowing at the same time to infer missing edge parts. Secondly, it
is not strictly necessary to enforce image coherence and regularity
by means of patch overlapping, as usually needed for natural
images (Yang et al., 2009). Indeed, in the present work each
high-resolution patch was independently reconstructed, followed
by a global regularization filter that corrects possible coherence
problems that could appear between patches. This will lead us to
naturally process the entire image in a parallel way, using a grid,
cluster or any other distributed computing approach, decreasing
in many orders of magnitude the computational time of recon-
structing the entire image so as to use this approach in actual clin-
ical scenarios.

It is important to note that, as our approach did not perform any
preprocessing of the images, such as denoising or correction of
intensity inhomogeneities, the super-resolved version of a noisy
image will be noisy too. The main point is that we did not want
to super-resolve and enhance an image at the same time, we are
focused on the super-resolution, so that we are simply restoring
an image as if it were generated by the MR equipment. Experi-
ments on simulated and real brain MR volumes with different
parameters (noise, intensity non-uniformities, slice thickness, scal-
ing factor) have shown the adequate performance of our proposal
under different scenarios. Regarding noise influence, the proposed
approach has shown to work better when the image noise level is
at 1%-3% than when the image is noiseless. This can be attributed
to the fact that the test image is synthetic and therefore this image
is actually noiseless, but not the images used for constructing the
dictionary, even though the original images were filtered out
attempting to get a noiseless dictionary. The Rician noise, present
in these images, is usually modeled as an additive noise, meaning
for this case that when a noisy image is reconstructed with a noisy
dictionary, this works better for the noisy image than for the noise-
less one. Even though, even with few images acquired in diverse
scanners and under varying protocols and acquisition parameters,
such as in multicentric studies, our proposal is able to deliver
meaningful high-resolution reconstructions to be further used in
morphometric and statistical studies.

Our method is based on constructing dictionaries from previ-
ously acquired images. This fact (use of training images) can be
seen as a drawback of our proposal when compared to other ap-
proaches that only uses information from the same image, in terms
of additional image acquisition time, cost and specific MR equip-
ment configuration. However, in our case, the acquisition of a set
of few images for training has a non-significant raise of time or
cost, when applied to a large study. The same scanner used to ac-
quire the images in a study can be used to acquire the training
data. Also, as we have demonstrated, meaningful dictionaries can
be constructed even with a single image. Regarding MR sequence
development, the idea of our method is to obtain the maximum
resolution of the scanner from a lower resolution image, likewise
it is always possible to acquire a high-resolution image to use as
training data. Besides, the use of dictionaries for performing the
super-resolution has other advantages, namely: it allows a better
clinical interpretability, since the dictionaries can be built from
pathological subjects. The pattern analysis of these pathologies
may define anatomical markers (biomarkers) that could be useful
not only for the diagnosis but also for the prognosis and follow-
up. Finally, the distance of a particular image to a set of dictionaries
could actually constitute a morphometry index.

The proposed method has demostrated, visually and quantita-
tively, a substantial impact in brain tissue segmentation, repre-
senting an important step towards MR image analysis of
anatomical details. However, immediate research efforts must be
focused on determining the optimal number of raw sample patches
required to generate compact semantic-based dictionaries,
attempting to reduce the computational complexity and the time
involved in solving the optimization problem. We have demon-
strated that, in contrast with the actual trend that learned dictio-
naries will reduce the reconstruction time without loosing
accuracy, in our particular case, training of dictionaries built up
from 3D patches takes a considerable time, given the atom dimen-
sionality. The great computational time involved was the main rea-
son for not choosing to learn the dictionaries, but instead to use the
basic random sampling on specific regions of the images. The re-
sults obtained so far with the proposed approach have been gener-
ated using a dictionary size of 4200 patches, however, two
different approaches for reducing the dictionary size were tested:
using less images but extracting the same number of patches from
each, and extracting less patches per image but using the same
number of images. Visual inspection of the results obtained using
these dictionary sizes do not reveal noticeable differences
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(radiologist examination), but quantitatively, larger dictionaries al-
ways yield smaller RMSE. Nevertheless, the computational cost
and time is approximately linear to the size of the dictionary (Yang
et al., 2009), implying that larger dictionaries requires heavier
computation. In fact, meaningful dictionaries can be constructed
even with a single image, and this dictionary can still achieve good
accuracy reconstructions.

Our SR approach has been compared to a state-of-the-art algo-
rithm, recently proposed by Manjón et al. (2010a), outperforming
that strategy in a data set of real MR images. The main difference
between this upsampling method and our SR method is that we
perform a prior learning step from data sets of real brain MR
images for appropriate dictionary construction, while the non-local
approach of Manjón et al. (2010a) only uses information from the
image to be reconstructed. In other contexts, such as in real-time
applications, avoiding this learning step can be critical; however,
in most clinical applications, where a large number of images are
produced daily, this knowledge needs to be extracted only once
to construct meaningful dictionaries adapted to specific character-
istics of MRI sequences and equipments. We confirmed that the
inclusion of a prior learning step on similar images represents an
advantage in single-image SR, and increases both the accuracy as
well as the computational speed of the reconstruction.

The proposed approach can be explored to work with multi-
modal reconstructions, as studied before by other researchers
(Rousseau, 2010; Manjón et al., 2010b). Following this, we have
performed a preliminary experiment where five different low-res-
olution T2w images (size: 256 � 256 � 36) were super-resolved
using dictionaries trained with the T1w images from the base data-
set. As the original high-resolution T2w images are not available,
quantitative information about reconstruction performance cannot
be reported. However, by visual inspection and comparison with a
bicubic interpolation, our approach can provide better definition at
image boundaries, in despite of some noise introduced in the
reconstruction. With this experiment, we can state that our ap-
proach could handle multimodal reconstructions, however, it will
require some additional work to improve performance.

Results on tissue segmentation have shown that the super-res-
olution reconstruction is a promising methodology for increasing
the accuracy of morphometric analysis. Here, a preliminary study
using SPM and DARTEL allowed us to verify that the reconstructed
images can have nearly the same statistical power in Voxel Based
Morphometry analysis of patient populations. However, more
experiments are required to clearly identify the impact in statisti-
cal analyses and the relations with image acquisition parameters.
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Appendix A. The generative model

Consider a n � a matrix D, where each column is a possible 3D
image in Rn with size
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(each image is thus known as
an atom) and a� n, so that D becomes an overcomplete dictionary
of atoms. The projection of an image x onto the space spanned by D
yields a weighting vector a (x = Da). Furthermore, if a is sparse
(with k0�m non-zeros), this produces a linear combination of k0

atoms with varying weights. Non-zero values are located randomly
within the vector, and their values are drawn independently from
the zero-mean, s-variance, Gaussian distribution Nð0; sÞ (Elad
et al., 2010a). A random perturbation is usually introduced, in
terms of a noise vector e 2 Rn with bounded power kek2 6 �, such
that x = Da + e. This gives us a probabilistic generative model for
images, denoted by MðD; k0; s; �Þ (Elad et al., 2010a).

Suppose we have a 3D image x, which we assume to have been
generated by the model MðD; k0; s; �Þ, and that the parameters of
the model are known. To determine the underlying vector a which
generates x (atomic decomposition), we need to solve the problem
P0ðD; x; dÞ, which has the form

P0ðD; x; dÞ : min
a
kak0

0 subject to kx� Dak2 6 d

The solution to this problem consists in finding the sparsest vector a
that weights x as a linear combination of atoms from D with an er-
ror no larger than d (Elad et al., 2010a).

Unfortunately, this turns out in an NP-hard problem. Given that
the base equation x = Da is undetermined for the unknown coeffi-
cients a, solving this problem amounts to a combinatorial optimi-
zation process. Different alternative techniques for approximating
the solution to this problem have been recently proposed, detailed
descriptions and references can be found in (Bruckstein et al.,
2009). One of these approaches is based on relaxing (convexifica-
tion) the sparsity restriction, so that the ‘0 penalty is replaced by
the ‘1 penalty, whereby the P0ðD; x; dÞ problem is read as:

P1ðD; x; dÞ : min
a
kak1

1 subject to kx� Dak2 6 d ð6Þ

This problem is currently known in the literature as Basis Pursuit
Denoising (BPDN) (Bruckstein et al., 2009; Chen et al., 1998). Fur-
thermore, these two norms are shown to be equivalent for ’’suffi-
ciently sparse‘‘ solutions (Elad, 2010b).

For an appropriate Lagrange multiplier k (function of D, x and d),
the solution to the following problem

G1ðD; x; kÞ : min
a

kkak1
1 þ

1
2
kx� Dak2

2 ð7Þ

is equivalent to the solution of P1ðD; x; dÞ (Bruckstein et al., 2009).
Appendix B. Supplementary material

Supplementary data associated with this article can be found, in
the online version, at http://dx.doi.org/10.1016/j.media.2012.
09.003.
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